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Abstract—This paper presents MoodLink, a wearable em-
bedded device that performs on-device Speech Emotion
Recognition (SER) on an ESP32-S3 microcontroller. The
device captures 4-second audio samples through an I2S
Micro-Electro-Mechanical System (MEMS) microphone, ex-
tracts Mel-Frequency Cepstral Coefficients, and classifies the
speaker’s emotional state into seven categories using a quan-
tized Convolutional Neural Network running on-device via
TensorFlow Lite Micro. The detected emotion is communicated
through a circular display and an RGB LED, providing non-
verbal emotional communication support for individuals with
autism spectrum disorder or attention deficit hyperactivity
disorder. Deploying a convolutional SER model on a resource-
constrained microcontroller presented substantial memory and
latency challenges. Inference time was reduced from approxi-
mately six minutes to under six seconds through architecture
simplification and INT8 quantization. A critical finding was
the spectral domain shift between professional studio datasets
and the MEMS microphone used on-device. This was ad-
dressed by re-recording the entire training dataset, playing
back audio through a standalone speaker and capturing it with
the device’s own MEMS microphone, forcing the model to
learn microphone-invariant emotional features. The resulting
model achieves 71.4 % accuracy on the ESP32 when tested
with MEMS-captured audio files, with an inference time of
approximately 4.2 seconds and a memory footprint under 2 MB
of PSRAM.

I. Introduction
A. Motivation

Individuals with Autism Spectrum Disorder (ASD) or
Attention Deficit Hyperactivity Disorder (ADHD) often
face substantial challenges in recognizing and communi-
cating their own emotional states, as well as perceiving
emotions in the speech of others [1]. This difficulty
can lead to misunderstandings, unanticipated emotional
crises, and social overload in everyday environments such
as schools, therapy sessions, and family settings. While
Speech Emotion Recognition (SER) has been an active
research area for over two decades, most systems rely on
cloud-based inference or desktop-class hardware, limiting
their practicality for continuous, real-world use.

B. Related Work
SER traditionally classifies voice samples into seven dis-

crete emotional categories: anger, disgust, fear, happiness,
sadness, surprise, and neutrality. For this task modern ap-
proaches use Mel-Frequency Cepstral Coefficients (MFCC)

extracted from audio as input to Convolutional Neural
Networks [2]. Datasets like RAVDESS [4] and CREMA-
D [5] provide labeled emotional speech in English, while
TensorFlow Lite Micro [8] enables machine learning in-
ference on microcontrollers. However, to the best of the
authors’ knowledge, no embedded wearable device cur-
rently performs the complete SER pipeline (audio capture,
feature extraction, neural network inference, and visual
output) entirely on-device.

C. Contributions
This paper presents three main contributions: (1) a

complete speech emotion recognition pipeline deployed
on an ESP32-S3 microcontroller with a quantized CNN
running on-device via TensorFlow Lite Micro [8], achieving
a 60-fold inference speedup through architecture simpli-
fication and INT8 quantization; (2) a dataset adaptation
methodology that bridges the spectral domain shift be-
tween professional studio recordings and the embedded
MEMS microphone by capturing the entire training corpus
through the target device; and (3) a functional wearable
prototype with a dual-mode user interface: an explicit
probability display for unambiguous emotional readout,
and an abstract particle animation designed for use as a
fashion accessory (such as a necklace), where the wearer
learns to interpret the kinetic patterns, making the device
an aesthetic object rather than a clinical assistive tool.

II. Design
A. Hardware Platform

MoodLink is built around the LilyGO T-Circle S3
development board, which integrates all required pe-
ripherals in a compact 38 mm diameter circular form
factor. This platform provides an integrated I2S MEMS
microphone, a circular TFT display, and an RGB LED
in a single module, eliminating hardware integration risks
for the primary sensor. The board features an ESP32-S3
system-on-chip [7] with a dual-core Xtensa LX7 proces-
sor running at 240 MHz, 16 MB of flash storage, and
8 MB of external PSRAM. Audio is captured through
an MSM261S4030H0R I2S digital MEMS microphone
at 44.1 kHz, 16-bit resolution, single channel. Visual
output is provided by a GC9D01N 1.28-inch circular TFT
display with 160×160 pixel resolution driven over SPI,



and an APA102 addressable RGB LED. A single BOOT
button (GPIO 0) serves as the user input. Power and
programming are delivered via USB-C.

B. Inference Pipeline
The inference pipeline follows the established MFCC-

based SER approach [2], [3], adapted for embedded ex-
ecution. First, 4 s of audio are captured at 44.1 kHz
(176,400 samples, 16-bit mono) and peak-normalized to
−1 dBFS. MFCCs are extracted using an HTK-style
Mel scale with 40 coefficients across 100 time frames
(2048-point FFT, 512-sample hop, 128 Mel filter banks,√
2/N DCT normalization). The resulting 40×100 tensor

is standardized and quantized to INT8 using the model’s
input scale and zero point. Inference runs via TensorFlow
Lite Micro, mapping the tensor to probabilities across
seven emotional categories.

C. CNN Architecture
The classifier follows the CNN-based SER architecture

proposed by NeuroByte Consulting [6], using three con-
volutional blocks with 32, 64, and 128 filters respectively.
Standard 2D convolutions were replaced with separable
convolutions, and max-pooling was removed to preserve
spatial information. Each block applies a 3×3 convolution
followed by batch normalization and ReLU. Global Aver-
age Pooling replaces the Flatten layer at the classification
head, which previously dominated the parameter count.
A single dense layer with seven softmax units produces
the final probabilities.

D. User Interface
The firmware provides two display modes, toggled

via double-click on the BOOT button. The explicit
mode, designed for ASD/ADHD users who benefit from
unambiguous textual feedback, displays the top three
predicted emotions as probability-proportional dot rows
with emotion names and percentages. The abstract mode
renders an animated particle system with 36 particles
across three layers, where each emotional state drives a
distinct kinetic behavior inspired by the color palette of
Inside Out []. A cross-fade transition smooths successive
inferences, suitable for social settings. The RGB LED
provides pipeline status feedback: red during capture,
yellow during MFCC processing, blue during inference,
and the emotion-specific color on result.

III. Embedding Challenges
A. Architecture Optimization

The initial model (v1) used a 128×345 MFCC input
grid and a Flatten layer connecting the convolutional
output to the dense classifier, resulting in approximately
500,000 parameters and an inference time of roughly six
minutes on the ESP32-S3. Several intermediate versions
(v2, v3) explored training hyperparameter variations with-
out architectural changes and are omitted for brevity.

The first critical optimization (v4) reduced the MFCC
grid from 128×345 to 40×100, a 90.9% reduction in
input dimensionality. The Flatten layer was replaced with
Global Average Pooling, which eliminated the large dense
connection at the classification head and reduced the
parameter count from approximately 500,000 to 82,000
(an 83.6% reduction). The input grid reduction and GAP
together cut multiply-accumulate operations (MACs) from
roughly 500 million to 5 million (a 98% reduction), bring-
ing inference time from six minutes to 5.6 seconds, a 60-
fold speedup, without altering the convolutional backbone
of the network.

B. Quantization
The neural network was originally trained in Keras with

float32 weights. To run on the ESP32-S3, the model must
be converted to the TensorFlow Lite format. The float32
TFLite conversion produced a tensor arena requirement
(the runtime memory buffer for intermediate tensors) of
approximately 19 MB, far exceeding the 8 MB of available
PSRAM. Among the quantization options supported by
TensorFlow Lite Micro, float16 reduces precision but does
not shrink the tensor arena below the memory limit. Full
integer INT8 quantization was therefore the viable path.

The model was quantized using TensorFlow Lite’s post-
training full integer quantization with a representative
dataset of 200 audio samples drawn from the training
corpus. Full integer quantization reduced the tensor arena
in two stages (dynamic range, 19 MB to 4.83 MB, then
INT8 to 156 KB), a combined 99.18% reduction (122×
compression). The model file shrunk from approximately
4.5 MB to under 400 KB (approximately 11.5× compres-
sion). Accuracy remained unchanged at 94% in validation.
On a desktop CPU, the INT8 model ran 4.4 times faster
than its float32 counterpart (15.0 ms vs. 65.8 ms per
inference).

Once the memory constraint was resolved through INT8
quantization, the primary performance bottleneck became
inference latency. The ESP32-S3 does not feature a dedi-
cated hardware neural processing unit; however, its Xtensa
LX7 cores support SIMD vector instructions capable of
accelerating multiply-accumulate operations central to
neural network computation. Espressif provides runtime
optimization frameworks that would accelerate inference
using these instructions, but they were not adopted in
this work because the architecture-level optimization had
already achieved the target inference time, and implement-
ing these optimizations would have required rewriting the
entire firmware inference codebase. Hardware-accelerated
inference remains as future work.

C. Spectral Domain Shift
A fundamental obstacle emerged when testing the

model with audio captured through the device’s own
microphone. An initial approach attempted to measure
the microphone’s frequency response H(f) and apply a



compensating FIR filter to align recordings with the studio
dataset distribution. This approach proved unreliable
in practice and reinforced the need for a data-centric
solution. Spectral analysis of paired audio samples (same
file played through a speaker and captured via the MEMS
microphone) revealed a systematic transformation: bass
energy (0–250 Hz) dropped by 55.1% (from 22.3% to
10.0%), low-mid (250–500 Hz) increased by 33.0%, and
high-frequency energy above 8 kHz surged over 460%. In
the time domain, original and MEMS-captured waveforms
showed a mean correlation of only 0.0047. This domain
shift caused the model to classify nearly all MEMS-
captured recordings as neutral, regardless of the intended
emotion. Sadness and neutrality showed the largest bass
reductions (−24.4 pp and −15.4 pp), while anger was least
affected (−3.7 pp).

The solution was to re-record the entire training cor-
pus through the target hardware. A dedicated firmware
recorder captured 4-second audio windows from the I2S
microphone while the original dataset files were played
back through a Philips Wireless Speaker 7000 series. This
produced a parallel dataset of 12,162 MEMS-captured
samples. Training on the combined dual-channel dataset
(12,162 original studio recordings plus 12,162 MEMS-
captured samples, totaling 24,324 audio samples) forced
the convolutional network to learn emotional features
invariant to the microphone’s frequency response. Method-
ology: (1) collect studio and MEMS recordings; (2) extract
identical 40×100 MFCC; (3) merge into 24,324 ten-
sors; (4) 80/20 split; (5) train single-input CNN with
class_weight=‘balanced’. “Dual-channel” refers to this
data strategy, not multi-input architecture. The dual-
channel training strategy substantially improved on-device
accuracy over the studio-trained baseline; detailed accu-
racy results and per-emotion analysis are presented in
Section V.

IV. Results
A. Model Evolution

Table I summarizes the evolution of the CNN model
across 20 versions developed over six months. The pro-
gression moved through three phases: architecture opti-
mization (v1–v5, reducing inference from 6 minutes to
5.6 seconds), augmentation strategies (v6–v9, discovering
and attempting to bridge the spectral domain shift), and
sensor-aware training (v10.x, culminating in the dual-
channel MEMS approach). Key milestones and break-
through versions are shown; intermediate iterations that
varied only training hyperparameters without architec-
tural impact are omitted for brevity.

B. Accuracy
Three distinct test configurations were evaluated on the

ESP32-S3, shown in Table II. Using the v5 model with
a random selection of 9 studio dataset files loaded from
the ESP32’s internal flash storage and inferred directly

TABLE I
Model Evolution Milestones

Version Input Params Train On-Dev. Time Key Change

v1 (baseline) 128×345 ≈500K ≈60% — ≈6 min Original Conv2D +
Flatten

v3 (HTK fix) 40×100 ≈82K 60.4% — — HTK Mel scale
v4 (ESP32 compat.) 40×100 ≈82K 56.4% 88.9%a 5.6 s 91% input ↓, GAP
v5 (improved aug.) 40×100 ≈82K 59.5% 100%a 5.6 s Mixup, Label

Smoothing
v6 (+pitch aug.) 40×100 ≈82K 58.4% — 5.6 s Pitch ±4st, domain

shift
v8 (no leakage) 40×100 424K — 42.9%b 28 s Split→Aug, MEMS

↑bass
v9 (fine-tuned) 40×100 424K 80.0% 100%b 28 s User voice FT, 5×

slower
v10.5 (Separable) 40×100 ≈82K 61.4% 85.7%a ≈5 s SepConv2D, 80%

↓params
v10.9 (MEMS-dual) 40×100 ≈82K 54.5% 71.4%c 4.2 s Dual: studio +

MEMS recapture
aTESS flash (9 files). bUser pre-recorded (7 files). cMEMS flash (7 files).

Major versions (v1–v10) denote architectural or training changes; minor versions
(v10.x) denote dataset variations.
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Fig. 1. Normalized confusion matrix for the final dual-channel model
(4865 validation samples).

on-device, accuracy reached 100% (9 out of 9 test files
correctly classified). This configuration validates that the
quantized model and MFCC extraction pipeline are func-
tionally correct when input audio characteristics match
the training distribution. When tested with files that had
been captured through the device’s MEMS microphone
(reproducing the acoustic path of real-world use), the
final dual-channel model achieved 71.4% accuracy (5 out
of 7). The correctly identified emotions with MEMS-
captured audio were happiness (95.3% confidence), neu-
trality (96.1%), surprise (86.3%), anger (50.0%), and fear
(50.4%). Misclassifications occurred between disgust and
surprise, and between sadness and neutrality. Fig. 1 shows
the normalized confusion matrix for the final model on the
held-out validation set.

The confusion matrix uses 4,865 held-out validation
samples (80/20 split). On-device tests (Table II) verify
pipeline integrity on hardware, not statistical generaliza-
tion.

Live microphone inference initially yielded only 14.3%
accuracy when the full 4-second capture window was
used directly, which frequently contained silence. An



TABLE II
Accuracy Results on ESP32-S3

Test Configuration Model Files Accuracy

Studio dataset files v5 9 100%
MEMS-captured files Final 7 71.4%
Live microphone Final 21 43%

experiment placing a 2-second audio sample at different
positions within a 4-second window revealed that MFCC
extraction is highly sensitive to temporal positioning. This
led to capturing 8 seconds and extracting the contiguous
4-second segment with the highest RMS energy, standard-
izing temporal alignment while removing the need for
Voice Activity Detection (VAD), which conflicted with
the peak normalization required by the inference pipeline.
With this strategy, live accuracy reached 43% top-1 and
60% top-3 (3 samples per emotion, 21 total). The UI
displays the top-3 predictions, making top-3 accuracy the
operationally relevant metric for the wearable. Diagnostic
analysis revealed audio levels 10–20 dB below expected
and 64% of samples registering as silence, indicating SNR
as the primary barrier. Placing the device closer to the
mouth (feasible in a necklace form factor) would directly
improve SNR.

Neural geometry reveals disgust (43%) has low manifold
curvature, overlapping with neutral (19%) and sadness
(17%). Surprise (97%), the smallest class, benefits from
distinctive acoustics. INT8 quantization loss and confus-
ability of negative-valence emotions under real-world SNR
limit accuracy.

C. System Metrics
The end-to-end inference cycle for the final configura-

tion consists of 8 s audio capture (from which a 4-second
optimal RMS window is extracted), approximately 2 s for
MFCC extraction, and 4.2 s for neural network inference,
totaling approximately 14.2 s per cycle. Memory usage is
well within limits: the pipeline including the audio buffer
(344.5 KB), MFCC arrays (≈200 KB), and the tensor
arena (156 KB) occupies ≈1.5 MB of the 8 MB PSRAM
(18%). The quantized model resides in flash (105.4 KB).
The firmware binary uses ≈20% of the 16 MB flash and
8% of internal SRAM.

V. Conclusions
This paper demonstrated that a CNN for speech emo-

tion recognition can be deployed on an ESP32-S3 micro-
controller in a practical wearable form factor. Inference
time was reduced by 60× (from approximately six minutes
to 5.6 s) through input dimensionality reduction, Global
Average Pooling, and INT8 quantization. Quantization
was a hard requirement: the float32 tensor arena exceeded
available PSRAM by more than 2×.

The dataset re-recording methodology proved effective
at bridging the spectral domain shift between studio

recordings and embedded hardware. This technique is
broadly applicable to TinyML projects where the tar-
get sensor’s characteristics differ from publicly available
datasets.

The primary limitation is SNR during live capture,
where accuracy dropped to 14.3% without the optimal-
window strategy and reached 43% top-1 (60% top-3)
with it, versus 71.4% on pre-recorded MEMS files. The
model performs adequately once the acoustic pathway is
accounted for; the remaining gap lies in audio acquisition
quality. Future work: (1) SNR improvement via dual
PDM MEMS with beamforming (Phase 1, ∼3 dB gain)
and DSP (Phase 2); (2) SIMD acceleration via esp-nn
(4×–6× DepthwiseConv2D) and esp-dsp for FFT, pro-
jecting ∼11–12 s pipeline; (3) expansion of the Argentine
Spanish emotional speech corpus; and (4) domain general-
ization to additional languages. A formal user evaluation
is planned.
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