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Abstract—Root Raised Cosine (RRC) filtering is a compu-
tational bottleneck in embedded 5G NR and LTE baseband
receivers: the per-symbol convolution requires O(N) multiply-
accumulate operations per received sample, where N is the
filter order. On a bare-metal RISC-V soft-core without hard-
ware multiply-accumulate support, this represents a significant
fraction of the available processing budget for IoT-class devices.

This paper proposes two custom instructions, fmac and
fmac2, implemented in the Custom Function Unit (CFU) of
the open-source NEORV32 RISC-V processor. fmac performs a
single pipelined Q15 multiply-accumulate in 2 clock cycles with
zero register file round-trip overhead. fmac2 exploits the linear-
phase symmetry of RRC filters (h[k] = h[N —1 —k]) to compute
two tap products simultaneously in the same 2-cycle window,
halving the instruction count for symmetric filters.

Hardware measurements on a Xilinx Artix-7 xc7a35t running
at 100 MHz demonstrate speedups of 1.62x (fmac) and 1.75x
(fmac2) over the RV32IMC software baseline for a 33-tap RRC
filter, with zero measurement variance across 20 consecutive runs.
Area overhead is +100 LUT/+146 FF/+2 DSP48E1 over the
baseline. These values correspond to a single filtering channel; a
complete in-phase/quadrature receiver applying £fmac2 to both
channels requires 45.0 % more cycles than the 60ksps real-
time budget allows, so dual-channel operation needs interleaved
scheduling or a reduced symbol rate.

The complete CFU RTL (<160 lines of VHDL) and
firmware are open-source, available at https:/github.com/
ginteacomms-utn/2026_case_neorv32_rrc,

Index Terms—RISC-V, NEORV32, Custom Function Unit
(CFU), RRC filter, software-defined radio (SDR), FMAC, fixed-
point DSP, FPGA, open-source.

I. INTRODUCTION

Software-Defined Radio (SDR) platforms implement
physical-layer waveforms in software, enabling protocol-
agnostic reconfigurability without hardware redesign. On
FPGA-based SDR receivers (Fig. E]) a common architecture
partitions the signal chain between the programmable fabric
(RF front-end, ADC interface, digital down-conversion or
DDC, and CIC filter) and a soft-core processor that handles the
reconfigurable baseband layer (RRC filter, timing sync, carrier
frequency offset or CFO correction, channel estimation, and
symbol demodulation).

Digital filtering, specifically the Root Raised Cosine (RRC)
matched filter, has been identified as dominant computational
load in SDR receivers [1], [2]. This matched filter scheme
is mandatory for any pulse-shaped waveform (BPSK, QPSK,
QAM), regardless of the target standard.
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Fig. 1: SDR receive chain.

Table [I] shows a representative cycle budget for a single-
channel QPSK receiver modelled on standard LTE parameters
(15kHz symbol rate, matching the LTE subcarrier spacing per
3GPP TS 36.211 [3]], with 4x oversampling, i.e., fs = 60
ksps. Based on our results and previous ones, the RRC filter
consumes more than 90% of the cycle budget, leaving marginal
headroom for the rest of the baseband stack.

With our optimized block FMAC2, meanwhile, the iso-
lated single-channel filter falls to 56.8 % of the CPU budget
(Table [l), leaving enough headroom for concurrent execution
of timing recovery, frequency correction, and demodulation
within the same processor.

The NEORV32 core [4] is a modern, open-source, 32-bit
system on chip (SoC) based on RISC-V architecture and
optimized for FPGAs, with highly modular and customiz-
able architecture. It exposes a Custom Function Unit (CFU)
interface that routes any instruction with a custom-0 or
custom-1 opcode directly to user-defined combinational or
pipelined logic, without modifying the processor pipeline or
the compiler backend. Instructions are invoked via the stan-
dard GCC . insn assembler directive, requiring no toolchain
patches. We exploit this interface to implement two domain-
specific instructions:

1) FMAC: accumulate one Q15 multiply-accumulate in 2
clock cycles. Eliminates the load-use stall (pipeline
bubble caused by a 1oad—use dependency) and loop
overhead of the software tap loop.

2) FMAC2: accumulate two Q15 products simultaneously,
using the packed rs1 register to hold two samples and
the single coefficient applied to both (valid because RRC
filters have even symmetry hlk] = h[N — 1 — k]).

II. BACKGROUND

A. Root Raised Cosine (RRC) Filter

The transmitter applies a RRC filter to limit spectral oc-
cupancy while preserving the Nyquist criterion; the receiver
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TABLE I: Cycle Budget per Block at 60 ksps (1667 cy/sample
Budget, NEORV32 @ 100 MHz)

Block cy/s % budget
RRC filter (N = 33)" 1509—946 90.5—56.8
RRC (I+Q, SDR chain)? 2418 145.0
CFO correction (NCO)b 116 7.0
Timing sync (Gardner TED)” 169 10.1

QPSK demodulation'! <5 <1
Channel estimation’ TBD —

—132—431 —7.9—-25.9

T Simulated. RTL simulation (Vivado xsim), power-of-2 circular buffer, iso-
lated single-channel filter — distinct from the hardware-measured results of
Table (linear shift-register buffer, N = 33: 4889—2792cy, 1.75X).
The circular buffer removes shift-register overhead present in that hardware
benchmark, giving a smaller 1.6x reduction (1509—946cy, —37.3 %) on
a leaner baseline. ¥Simulated. Complex baseband receiver filtering both in-
phase (I) and quadrature (Q) components through the integrated demo_sdr
firmware; measured directly via RTL simulation (Vivado xsim) of the
complete chain, not derived by doubling the single-channel figure above
(circular-buffer reset and dual-channel bookkeeping add overhead beyond a
simple 2x), exceeding the 60 ksps single-core budget by 45.0 %. bSimulated.
Measured via RTL simulation (Vivado xsim) of the complete integrated
demo_sdr firmware (this work), decoding the simulated UART output;
consistent across all seven swept SNR points. I Nor yet measured. Not
instrumented for cycle counting in this firmware (assumed negligible, < 1%
of budget); see Future Work. 8 Derived. Headroom computed for the isolated
single-channel FMAC2 scenario: 1667 — 946 — 116 — 169 — 5 = 431cy
(25.9 %); under the baseline RRC filter alone the budget is already exceeded
(1667—1509—116—169—5 = —132cy). Full I+Q chain (2418 cy) exceeds
the 60 ksps budget regardless; real-time I+Q requires interleaved scheduling
or a lower symbol rate. INot implemented. AWGN channel assumed; listed
as future work. Cycle cost depends on pilot density and equaliser order.

Available headroom®

applies a second, matched RRC filter to maximise the SNR and
to cancel inter-symbol interference (ISI) at the decision point;
the cascade of both filters yields a raised-cosine frequency
response. The RRC filter impulse response is:
9 sin(nt/Ts(1 — a)) + da- cos(mt/T(1 + ) "
it/ T, (1 - (4at/TS)2) ’

where T is the symbol period and « € [0, 1] is the roll-off
factor (3GPP specifies a = 0.22 for 5G NR and oo = 0.35 for
LTE [3]], [5). The discrete-time implementation with L-times
oversampling is an N-tap FIR filter whose output is:

hlk] z[n — K]. 2)
k=0
Because @ is an even function, the sampled coefficients
satisfy h[k] = h[N —1—k] (linear phase, Type I FIR), enabling
the FMAC2 instruction to pair taps k£ and N — 1 — k and
compute both products in a single 2-cycle instruction.

B. NEORV32 Custom Function Unit (CFU)

NEORV32 implements a five-stage in-order pipeline
(IF—ID—EX—MEM—WB). The CFU is a co-processor at-
tached to the Execute (EX) stage that receives the following
signals:

e start_i: single-cycle trigger when a CFU instruction

is in the EX stage;

e inst_i[31:0]: full instruction word (opcode, funct3,

funct7);

e rsl_i, rs2_1i: source register values;

e result_o: returned to the destination register;

e valid_o: asserted when the result is ready; the CPU

stalls until this signal is seen.

A 1-cycle CFU instruction has no pipeline penalty. Multi-
cycle instructions stall the CPU for its duration, which is
transparent to the programmer. The interface is accessed via
four RISC-V opcode spaces: custom—0 (0x0B), custom-1
(0x2B), OP—-32 (0x3B), and OP-IMM-32 (0x1B).

C. Related Work

Custom ISA extensions for RISC-V targeting wireless DSP
have been studied by Belhadj Amor et al. [6] (19-68 % cycle
reduction for LoRa/FSK, commercial toolchain) and Gautschi
et al. [7] (3.5x speedup for IoT sensor processing via near-
threshold DSP extensions). The RISC-V “P” extension [8] can
also be useful for this goal, but remains unratified and imprac-
tical for MCU-class targets. On the other hand, FPGA-based
FIR engines for SDR [9] achieve higher throughput at the
cost of programmability. From these obervations, we adopt the
NEORV32 CFU without toolchain modifications, specifically
addressing the RRC matched filter of 3GPP waveforms.

III. ARCHITECTURE
A. Custom Instruction Encoding
The implemented instructions are fmac, fmac2, and
fmac_res which reads the final Q30 product and casts it to
Q15 format. All three CFU instructions use the custom-0

major opcode (0x0OB). The funct 3 field selects the operation;
funct7 is reserved (set to 0). Table [Il] lists the encoding.

TABLE II: CFU Instruction Encodings (custom-0 opcode =
0x0B)

Mnemonic funct3 Cy Operation

fmac 000 2 acc +=r1s1[15:0] x rs2[15:0]

fmac?2 001 2 acc += rs1[31:16]xrs2[15:0]
+rs1[15:0] xrs2[15:0]

fmac_res 010 1 rd <« acc[46:15]; acc < 0

All operands are Q15 signed fixed-point (16-bit, range
[-1,41)). The internal accumulator is 48-bit signed; since
a Q15xQ15 product occupies 32 bits (Q30), the remaining
16 bits provide headroom for accumulation, sufficient for
up to 2'6 = 65536 taps without overflow under worst-case
coefficient magnitudes.

B. FMAC2 and Filter Symmetry
For a linear-phase RRC filter with N (odd) taps, the
firmware loop for FMAC?2 is:
fmac2({z[n—k], z[n—(N—1-k)]}, h[k]),
kE=0,...,|N/2] —1. 3)



Stage 0 Stage 1 Output
Latch rs1, rs2 Accumulate valid o = 1
Start multiply acc 4+ = product(s) result_o = acc

clk 0: start_i="1" clk 1: products ready clk 1: valid_o="1"

Fig. 2: FMAC/FMAC?2 two-stage pipeline
. fmac_res completes in a single clock cycle
(combinatorial path through the accumulator).

The centre tap k = | N/2] is handled with a plain fmac. This
reduces the instruction count from N to [N/2]+ 1 (including
the final fmac_res).

C. VHDL Microarchitecture

The CFU implements a 2-stage pipeline, as shown in Fig.

Listing [1| shows the multiply-accumulate core of the VHDL
pipeline (the fmac_res readout path is omitted here; it
is listed in Table [[I). The multiply stages are inferred as
DSP48E1 primitives by Vivado (FMAC: one DSP48; FMAC2:
two DSP48s in parallel).
] sl.ér;é:au<: resize(rsl_lo « 252710,32:,

if funct3 = F3_FMAC2 then

4 sl.prod_b <= resize(rsl_hi x rs2_lo, 32);
end if;

—-— Stage 1 —> 2: accumulate
8 acc <= acc + resize(sl.prod_a, 48)
9 + resize(sl.prod_b, 48);

Listing 1: FMAC/FMAC2 multiply-accumulate core

(simplified)

IV. FIRMWARE INTERFACE

Instructions are invoked without toolchain modifications via
the NEORV32 intrinsic template RISCV_INSTR_R_TYPE,
which emits a standard .insn directive [10]] targeting the
custom—-0 major opcode [11]:

// acc += (intl6)rsl1[15:0] x (intl6)rs2[15:0] (2 cy)
#define cfu_fmac(x, h) \
RISCV_INSTR_R_TYPE (RISCV_OPCODE_CUSTOMO,
)

1

0b000, 0, %, h

acc += rsl1[31:16]#rs2[15:0] + rsl[15:0]+rs2[15:0] (2
cy)
6 #define cfu_fmac2 (packed_xy, h) \
RISCV_INSTR_R_TYPE (RISCV_OPCODE_CUSTOMO,
packed_xy, h)

0b001, O,

3

9 // rd = acc >> 15; acc = 0 (1 cy)

10 #define cfu_fmac_res() \

11 RISCV_INSTR_R_TYPE (RISCV_OPCODE_CUSTOMO,
0)

Listing 2: C intrinsic wrappers for FMAC, FMAC2, and
FMAC_RES

0b010, 0, O,

V. MEASUREMENTS AND RESULTS

A. Measurement Setup

Cycle counts were measured on an Arty A7-35T board
(Artix-7 xc7a35t, 100 MHz) with the NEORV32 booting from
on-chip IMEM. The mcycle CSR (0xB00, RISC-V Zicntr)

TABLE III: Cycles per Output Sample (N; = 256, NEORV32
@ 100 MHz)

N Baseline FMAC FMAC2 xFMAC xFMAC2
9 1433 867 824 1.65 x 1.74 %
17 2585 1587 1480 1.63x 1.75x%
33 4889 3027 2792 1.62 % 1.75x
65 9497 5907 5416 1.61x 1.75x

TABLE IV: Resource Utilization — Artix-7 xc7a35t, post-
route Vivado 2024.2, 100 MHz constraint (OOC synthesis)

Configuration LUT FF DSP48 BRAM Frax

Baseline (RV32IMC) 1855 1292 0 5 106.5MHz
+FMAC 1916 1405 1 5  109.9 MHz
+FMAC2 1955 1438 2 5 106.2MHz

is read via csrr before and after the benchmark; the dif-
ference divided by Ny = 256 gives cycles per sample. Tap
counts N € {9,17,33,65} are tested with a linear shift-
register buffer (includes memmove overhead). Results are
stable across 20 consecutive runs with zero variance. Area
figures use Vivado 2024.2 post-route Out-Of-Context (OOC)
synthesis at 100 MHz.

B. Cycle Count Comparison

Table [ shows that both FMAC and FMAC2 deliver
consistent speedups across all tap counts. The baseline cycle
count grows linearly with IV, as expected for a pure load-
multiply-accumulate loop. FMAC reduces cycles by 38—40 %:
by eliminating the register-file round-trip of a software MAC
but loop control overhead persists. FMAC2 achieves a larger
reduction (42-43 %) by halving the number of CFU calls
through symmetry packing; the nearly constant speedup ratio
across all N (= 1.75x) reflects the shift-register overhead
scaling proportionally with tap count.

Analysis. Hardware measurements confirm FMAC?2 delivers
a 1.75x speedup for N = 33. A separate RTL simulation with
a leaner circular buffer (Table[l) projects a reduction from 1509
to 946 cycles/sample, cutting CPU utilisation from 90.5 % to
56.8 % at 60 ksps and leaving 721 cycles for timing recovery,
CFO correction, and demodulation within the same processor.

C. Resource Utilization

Table [[V] summarizes Vivado 2024.2 post-route results for
the Artix-7 xc7a35t with a 100 MHz constraint.

FMAC adds one DSP48EI1 slice (the Q15xQ15 multiplier).
FMAC?2 adds two DSP48E] slices in parallel, processing two
taps per clock. The 48-bit accumulator register adds ~ 50 flip-
flops but minimal LUT overhead. The Fi,., impact is within
post-route placement noise: FMAC shows a +3.4MHz in-
crease (106.5—109.9 MHz) and FMAC2 a —0.3 MHz decrease
(106.5—106.2 MHz) relative to baseline, both consistent with
the critical path remaining within the NEORV32 CPU control
logic rather than the CFU multiplier chain. Resource figures in
Table are post-route measurements (Vivado 2024.2, OOC



mode, xc7a35t-1). The delta over baseline is +61 LUT / 4+113
FF / +1 DSP48 for FMAC and +100 LUT / +146 FF / +2
DSP48 for FMAC?2, confirming minimal area overhead.

D. Throughput and Standard Compliance

At 100 MHz, the maximum sustainable sample rate with the
FMAC?2 kernel (N = 33) is:

s _ 100 x 106
S 946

At L = 4x oversampling this corresponds to a symbol
rate of ~ 26.4ksym/s. For standard LTE at 15kHz subcar-
rier spacing [3] (fs = 60ksps), the per-sample budget is
| 108/6 x 10% ] = 1667 cycles.

FMAC?2 consumes 946 of these (56.8 %), leaving 721 cycles
for synchronisation and demodulation — sufficient to cover the
Gardner TED (169 cy), NCO-based CFO correction (116cy),
and QPSK demodulation (<5cy) reported in Table [, with
~2431 cycles of spare headroom. The baseline implementation
requires 1509 cycles for the filter alone (>90 % of the budget),
leaving essentially no margin for the rest of the receiver stack.

A complete I+Q receiver applies the FMAC2 kernel to
both channels together, measured at 2418 cy/sample in RTL
simulation of the integrated chain (Table E]), which exceeds the
60 ksps single-core budget by 45.0 %; real-time I+Q operation
requires interleaved scheduling or a reduced symbol rate,
while the single-channel metrics demonstrate the acceleration
headroom that FMAC2 provides.

~ 105.7 ksps. @

E. End-to-End QPSK Chain Validation

To confirm that the Q15 arithmetic in the CFU introduces
no systematic numerical error, the complete SDR chain was
simulated in software: QPSK modulation, RRC pulse shaping
(a =0.35, N =33, L =4), AWGN channel, RRC matched
filtering via FMAC2, Gardner timing error detector, and hard-
decision demodulation. Measured BER tracks the theoretical
curve P, = Q(\/QEZ,/NO) within the statistical noise of
a 496-bit block: at E,/Ny = 0,3,6,9dB the measured/the-
oretical pairs are 0.147/0.159, 0.075/0.079, 0.028/0.023,
and 0.006/0.002, respectively, and both fall to zero detected
errors for E},/Ny > 12dB. This confirms that (i) the 48-bit
accumulator provides sufficient headroom to prevent overflow
across the 33-tap sum, and (ii) Q15 coefficient quantisation
does not introduce a BER floor at the evaluated operating
points. The agreement at low SNR (0 and 3 dB) additionally
validates the Gardner timing loop operating on the FMAC2
filter output.

VI. CONCLUSION

This paper presented fmac and fmac2, two custom in-
structions for the NEORV32 processor that accelerate RRC
matched filtering without modifying the pipeline, register file,
or compiler. Both are realized in the CFU as a 2-stage
pipelined Q15 MAC; fmac?2 exploits linear-phase symmetry
to pair mirror taps and compute two products per cycle.

On a 100 MHz Artix-7 FPGA, fmac?2 achieves a 1.75x

speedup over baseline RV32IMC for a 33-tap filter, reducing
CPU utilization from 90.5 % to 56.8 % at 60 ksps and leaving

721 cycles for tracking and demodulation. Post-route synthesis
confirms minimal area impact (+100 LUT / +146 FF /
+2 DSP48El), consuming < 10% of available fabric, and
timing closure is maintained at 100 MHz. End-to-end BER
simulation validates the arithmetic against theoretical QPSK
performance.

These single-channel figures bound one filtering path; a
complete in-phase/quadrature receiver applying fmac2 to
both channels requires 2418 cy/sample, exceeding the 60 ksps
single-core budget by 45.0 %, so real-time dual-channel oper-
ation requires interleaved scheduling, a reduced symbol rate,
or a second core — a direction left for future work.

These results demonstrate that domain-specific ISA exten-
sions via the NEORV32 CFU interface deliver meaningful
acceleration on open-source cores with a negligible hardware
footprint—offering a practical path for reconfigurable, IoT-
class SDR architectures.
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